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INntr oduction

Molecular signatures or Gene expression signatures are a key
feature in many papers in cancer research. For instance,
Alizadeh et al., 2000; Golub et al., 1999; Huang et al., 2002,;
Pomeroy et al. 2002; Ramaswamy et al., 2003; Rosenwald et
al., 2002; Shipp et al., 2002; Yeoh et al., 2002.

Often used as independent variables to model clinically
relevant information (cancer vs. healthy, survival time, etc).

Provide insight into biological mechanisms and processes and
have potential diagnostic use.

Shaffer et al. (2001; p. 375) de ne signature as: “(...) genes
that are coor dinatel y expressed in samples related by some
identi ab le criterion such as cell type, differentiation state, or
signaling response.”



Based on the above references:

1. A signature can be composed of several subsets of genes,

often called “metagenes” or “supergenes” or “signature
components”.

2. Genes within a signature component are “coordinately

expressed” (e.g., Shaffer et al., 2001); tight pattern of
covariation or high correlation.

3. Each of the signature components should be related to the
phenotypic conditions considered (e.g., components should

allow to classify types of cells, or be associated with survival of
patients).

Ful lling condition 3) does not imply ful lling condition 2); allowing
to differentiate among conditions does not imply coordinate
expression: condition 3 is not enough to characterize a signature. |

atures —p. 4
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What we want:

® To nd groups of genes [“‘group of genes” = “signature
component” = “metagene”] so that genes within a group are
tightly coexpressed, and the set of groups do a decent
predictive job.

® Ideally, a similar procedure could be applied to different types
of dependent (phenotypic) data (e.g., class membership,
survival data, expression of a relevant protein).

® Objective: help gain understanding; not necessarily nd The
best predictor ( e xibility to play around with trade-offs).
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component” = “metagene”] so that genes within a group are
tightly coexpressed, and the set of groups do a decent
predictive job.

® Ideally, a similar procedure could be applied to different types
of dependent (phenotypic) data (e.g., class membership,
survival data, expression of a relevant protein).

® Objective: help gain understanding; not necessarily nd The
best predictor ( e xibility to play around with trade-offs).

Note that we are NOT:
® Trying to obtain the best possible predictor.

® Searching for genes that are differentially expressed among
classes.

Gene-expression signature
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Problems of most current methods

® Diverse and ad-hoc methodology.

® Most methods employed fail to address some of the
requirements:
» Few recover subsets of tight co-expression.

» Most are designed for a speci ¢ type of task (e.g.,
classi cation OR survival, but not both).

» Many return very large sets of genes: dif cult interpretation.

(This is the case for all that use SVD or PCA on the original
gene matrix, and for PLS methods).

® Are there too many methods (that fail to address our needs)?
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Review of some current methods ()

A single signature component or several components without
Inherent meaning

The component is a weighted average of the expression of a set of
genes. Components do not necessarily show tight coexpression.

® Compound covariate. Radmacher et al. (2002; J. Compult.
Biol.), Hedenfalk et al. (2001, N Engl J Med), Wright et al.
(2003, PNAS). Weights from t-statistics of pre-selected genes
( < threshold). Classi cation into two classes (extension > 2
awkward).

® Diagonal linear discriminant analysis (DLDA). Dudoit et al.
(2002; J. Am. Stat. Assoc.). Simpli ed form of linear
discriminant analysis. Very similar to compound covariates.
Classi cation (no restriction of number of classes).



Review of some current methods (ll)

® Weighted gene voting . Golub et al. (1999; Science),
Ramaswamy et al. (2003; Nature Genetics), Shipp et al. (2002;
Nature Medicine). Weighted (by “signal to noise ratio”) average
of genes; number of genes obtained by cross-validation.

Similar to the above two. Classi cation into two classes
(extension > 2 awkward).

® Shrunken centroids. Tibshirani et al. (2002; PNAS). Find
“shrunken centroid” for each class (shrunken: values of most
genes driven towards 0; “gene selection included”); classify to
nearest shrunken centroid. Similar to DLDA, compound
covariate, and weighted gene voting.

® Gene pair ranking . Bg & Jonassen (2002; Genome Biology).
Pre-select genes using statistics (e.g., t-statistic on
discriminant axis) for pairs of genes. Then use classi er
(DLDA, Fisher's LDA, kNN). A feature selection technique.
Classi cation into two classes (extension > 2 awkward )eseesreson sanaues-p 1.



Review of some current methods (llI)

® van tVeer et al. (2002; Nature), van de Vijver et al. (2002; N

Engl J Med). An individual's score: correlation of a given
sample with the average pro le of the members of a group;
pro le is a set of genes that shows strong correlation with
outcome (like a t-test). Similar to shrunken centroid.

Classi cation into two classes (extension > 2 awkward).

Baechler et al. (2003; PNAS). Signature score: average of the
genes in the IFN signature; genes that belong to IFN signature
obtained using gene expression fold change and absolute

difference with respect to controls. Similar to Rosenwald et al.

below. Classi cation into two classes (extension > 2 awkward).

Use of simple average is inef cient.
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Review of some current methods (1V)

Several signature components: averages

® Rosenwald et al. (2002; N Engl J Med). Each component a
simple average of “signi cant genes” within a signature
(signatures previously de ned, via clustering, by Shaffer et al.
[2001; Immunity].) Originally for survival analysis (Cox model);

could use for classi cation. Use of simple average is inef cient.

Need prede ned signatures.
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Review of some current methods (V)

Penaliz ed likelihood or ridg e regression-like .

® Eilers et al. (2001; Intern Biomed Optics Symp): classi cation
with logistic regression; Pawitan et al. (in prep.) survival
analysis using Cox regression. Drive many coef cients close to
0 using penalization (connections with ridge regression and
random effects models). For computational reasons both use
Singular Value Decomposition (related to PCA). SVD (and
PCA) on complete set of genes precludes simple
Interpretation: all genes have loadings on every component.

® Dettling & Buhlmann (in prep.) combine penalized logistic
regression with gene clustering. Prediction based on gene
cluster centroids. Optimized criteria do not include tight gene
coexpression.
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Review of some current methods (VI)

Partial Least Squares
Somewhat like PCA, but components formed so that covariance

with dependent variable is maximized. Same as SVD and PCA:
Interpretation of components.

® C(Classication : Ghosh (2003; in press?), using optimal scoring
(turn discrimination into regression); Nguyen & Rocke (2002a,
b; Bioinformatics): PLS on re-coded response, followed by
multinomial logit or discriminant analysis.

® Survival analysis. Park et al. (2002; Bioinformatics).
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Review of some current methods (V)

Suf cient dimension reduction: SIR, SAVE, MAVE

Find a linear combination of the genes that is a “suf cient
subspace” for the dependent variable. Very appealing: no need to
specify functional relationship between dependent and
Independent variables. Interpretation of resulting components: all
genes have “loadings”.

® Bura & Pfeiffer (2003; Bioinformatics) and Chiaromonte &
Martinelli (2002; Math. Biosc.): SAVE, SIR. Need to use

preliminary SVD (to get P). Antoniandis et al. (2003;
Bioinformatics): MAVE. No SVD, but for computational
reasons, need to pre-select genes.
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Review of some current methods (VIIl)

Bayesian methods Use (and require) prior information, and obtain
answers using speci ¢ computational methods (MCMC).

(According to their practitioners) it is the only “coherent” framework.

® Probit regression West et al. (2001, PNAS,; tech. report);
Huang et al. (2003; Nature Genetics). SVD + probit regression
with bayesian regularization. Usual problems + SVD
Interpretation problem. Brown et al. (2003; J Royal Stat Soc)
also use bayesian probit regression when p >> n, but without
SVD.

® C(Classication trees Huang et al. (2003; Lancet). SVD on
clusters of genes + bayesian classi cation trees. Usual
problems + how many clusters? + SVD problem.
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Review of some current methods (1X)

Others

® Support Vector Machines . Furey et al. (2000; Bioinformatics),
Su et al. (2001; Cancer Res.), Ramaswamy et al. (2001,
PNAS). SVM + different gene selection procedures. Dif culty
Interpreting SVM results; gene coexpression not optimized,;
nothing like a component is ever returned..

® Supervised harvesting of expression trees. Hastie et al.
(2001; Genome Biology). Obtain all 2p 1 clusters of genes
using hierarchical clustering; using forward addition-like
method build a model of size M; prune the model down (and
select model size using cross-validation). Clusters need not be
of tightly coexpressed genes; clusters formed without using
iInformation from Y; forward model building with 2p 1 terms.



Review of some current methods (X)

® Block PCA Liu et al. (2002; Statist. Med.). Divide genes in

blocks according to correlation (cluster analysis); within each
block, do PCA; select components and genes within blocks;
second PCA using selected genes. Use these components for
classi cation. Clusters —number and composition+ formed
without using information from Y; multiple components
—(genes— selected from each block: interpretation problems;
selection of genes from clusters?

Rank-or dered PCA with gene selection Landgrebe et al.
(2002; Genome Biology). PCA on genes; rank-ordered PCA
(Krzanowski, 1992, J. Chemom.); select components; get most
Important genes from those components. Krzanowski
published a better approach for PCA with class structure 3
years later: why not use it?; no set of tightly coexpressed
genes; dif cult to extend to non-classi cation problems.



Current methods: summary

The most common problems of available methods are:

® (Genes within signhature components do not necessarily show
tight coexpression.

® Interpretation of components very dif cult for most methods
that use PCA, SVD, or PLS.

® Search of components in many PCA/SVD or clustering of
genes methods carried out without incorporating information
from the dependent variable.

To try to solve the above, we need a more operational de nition of
signature and signature components.



An alternative method

® Operational definition of signature.
® Key elements of an alternative method.
® Algorithm.



What is, operationall y, a signature?

Gene-expression signatures — p. 28
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co-expression. Each gene of a signature component should
show a strong correlation with the signature component.

® For a given classi cation/prediction problem only a few
sighature components should be needed to get a decent
predictor.

® Signature components could have many genes.
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A method: key elements

® Tight co-expression: We can use Principal Components
Analysis to characterize a signature component. The rst
principal component of a PCA on the genes that belong to a
signature component should show a strong correlation with the
genes of that component (r,i» ) (and should capture a large
fraction of the total variance of those genes).
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A method: key elements

Tight co-expression: We can use Principal Components
Analysis to characterize a signature component. The rst
principal component of a PCA on the genes that belong to a
signature component should show a strong correlation with the
genes of that component (r,i» ) (and should capture a large
fraction of the total variance of those genes).

Few signature components: Add new components only if
justi ed.

Signature components could have many genes: Retain as
many genes per component as possible.

Predictor: Build a predictor using the signature components
(1st PCs). Diagonal Linear Discriminant Analysis (DLDA)
and Nearest neighbor (NN).
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°

Wehave: Y (n g, X (n p),p n.
Wewant: Y; X (n Kk); k<n.

Each gene belongs to either one (and only one) signature
component or to none.

Y = f(X )+



Algorithm

Repeat until addition of components no longer justi ed:
1. Addition of signature components: seed gene.
2. Initial signature component.

3. Elimination of genes from component; meet criteria:

® Correlation genes with signature component.
® Predictive peformance.



Addition of signature components

® Find a seed gene for a new signature component:

» For each gene i among available genes:
mode} = DLD A[N N ](previous:componentst+ geneg)

» Select as seed gene: 1 with lowest (cross-validated) error,
pred.emror:modej.

» Add new signhature component if
pred.eror.modej < last:pred:eror c¢;s:e:(c,=1).



Initial signhature component

® |Initial signature component : all genes with abs. corr. with
seed gene > rgeeq (€.9., Nseed = 0:6). (I'seeq IS NOt IMportant
whenever rseed < IMmin )-

» These are the candidate genes to belong to that
component.

» But this initial signature component might not ful Il previous
requirements (correlation genes-component [I min |,
predictive performance).

» Examine if elimination of genes is needed.



Elimination of genes from components




Elimination of genes from components

® Eliminate, one by one, genes with smallest abs. corr. with seed
gene, until all genes abqcor(geneg;PC)) > rmpin (rmin = 0:857?).
(This requirement ensures also that % variance accounted for
by 1st PCis rZ.).



Elimination of genes from components

® Eliminate, one by one, genes with smallest abs. corr. with seed
gene, until all genes abqcor(geneg;PC)) > rmpin (rmin = 0:857?).
(This requirement ensures also that % variance accounted for
by 1st PCis rZ.).

® Ensure that predictive accuracy cannot be improved by
removing any gene from signature component:

o For each gene, I, In current signature component: model =
DLD A[N N ](previous:.components+ current.component ;).

» Eliminate gene i from signature component if

(cross-validated) pred:emror:model < last:pred:eror c;s:e:

(C2 — 1)
» Repeat until no gene is eliminated.



A geometrical Interpretation

The above algorithm is a heuristic search device, becasue we
cannot use exhaustive search.

® Each component has to be highly correlated with the genes in
the component the vector of the component must have a
similar direction as the vectors of each gene in variable space
(subjects are the axes).

® Start search with the direction that has the best predictive
ability.

® The seed gene is the single direction in space that most
contributes to separation of the groups.

® All other signature components have similar directions to the
seed gene; together, they move the direction slightly, possibly
In directions that contribute more to separation of groups.



Results (performance)

® Can we recover signatures: simulation study.

® Predictive performance: comparison with other methods using
“real data”.



Can we recover sighatures?

Simulation study.

Generate signature data from a multivariate normal distribution.

Correlation between genes within a signature component: 0.9.
Between genes among signature components: 0. (i.e.,

a 00 0
_Ean 02
000 a
2 3

1 09 0:9



Means of classes set so that:

unconditional prediction error rate of a DLDA with a gene
from each signature component is approx. 5%;

each signature component has the same relevance in
separation.

Number of signature components: {1, 2, 3}.

Number of classes: {2, 3, 4}.

Number of genes per signature component: {5, 20, 100}.
Add another 4000 N (0; 1) variables to matrix of covariates.
Number of subjects: 25 per class.

Generate 20 data sets and run procedure.



Class means

One signature component:

Two classes: ;= 1:65 -, = 1:65.
Three classes: 1= 358 -,=0; 3= 358
Fourclasses: 1= 37, =0, 3= 3.7, 4= 7:4.

Two signature components:
Twocl: 1= 118 118} , = [1:18;1:18]
Three cl.: 1 =[0;0]; 2= [3:88c0915);3:88sin(15)]; 3 =
[3:88c09q75); 3:88sin (75)].
Fourcl.: 1=1[1,1]; 2= [4951], 3= [1,4:95] 4= [4:95 4:95]
Three signature components:
Twocl: 1= 098 098 098] , = [0:98 0:98; 0:98]
Threecl.: 1 =1[276,0;0]; - = [0;2:76,0]; 3= [0;0;2:76].
Four cl.:
1= [2:96;0;0], »=1[0;296,0], 3= [0;0;2:96] 4 = [2:96, 2:96;:2:0G]s0nawres . 20



Gene overlap: overall
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Conclusion

The logic of this method follows directly from what are
considered biologically relevant signature characteristics.

Results are biologically relevant and interpretable and can
complement other approaches.

Predictive performance is comparable to that of state of the art
methods (while being much easier to interpret).

This method de nes a framework that allows us to nd
sighatures regardless of the type of dependent variable.

Straightforward to use other classi ers (e.g., logistic
regression, svm, classi cation trees).

Easy to deal with other types of dependent variables: survival
analysis.

Easy to implement and R code available. Eventually a
Bioconductor package and a web server.
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